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We have been anticipating personal learning environments for many years now. It is clear that in order to meet the teaching and learning needs of the next 25 years we will need to do teaching and learning in a user-centered manner, where the user, the learner, often in concert with others, takes more responsibility and control of their own learning.   There will not be enough universities or enough teachers to meet the demands of education in the future using the current patterns of institution-centric teaching.  As such the only way to scale education to meet those needs is to increasingly involve the individual learner in managing their own education.

While the general need for personal learning environments is quite clear, we are only beginning to see examples of technology which may show us a practical technical path forward, one where the next generation of technology will produce Personal Learning Environments (PLEs) which will be a net improvement over the current generation of Virtual Learning Environments (VLEs).

Many look to the ability to gather, federate, categorize and organize content using Really Simple Syndication (RSS) feeds as a blueprint for future personal learning environments.  While content aggregation or “mashup” has enjoyed wide adoption and is used by many to produce their own customized, read-only view of web content, the lack of identity, authorization, or interactivity makes it clear that RSS alone will not be sufficient to replace the existing institution-centric VLEs that are in wide use throughout higher education.

Looking at current VLEs that are successful in the marketplace, one common thread is the ability to flexibly expand these systems in order to add features.  Sometimes a feature is initially desired by only a small group of teachers or learners ( widely adopted VLE systems provide a market place for such local features which allow compatible extensions to be used experimentally, and thus to see which ideas will catch hold and flourish.   The broader the market penetration of a particular VLE, the more valuable it is to write an extension for that particular VLE, and the more likely it is that such experimental ideas will find a home and end up being more widely distributed available.

The VLE extension points in use today are an example of functionality mashups that are similar to the ways portals make use of portlets.  However these extension points exhibit two major shortcomings: (1) they are proprietary in nature and thus can lead to vendor lock-in and (b) installation of the extension is typically restricted to VLE system administrators.

We can look at the patterns of these VLE extension points for technical inspiration when designing PLE functionality mashups.   However there is much work to do in terms of changing the patterns of permissions to give ultimate flexibility of control to the teachers and learners over the assembly and configuration of the functionality they choose to adopt.  

In the remainder of this paper we propose a vision for functionality mashups under the control of both teacher and learner.  We will explore and describe the evolving standards that may affect this area as well as explore some emerging technologies that begin to deliver on the vision for functionality mashups.

Defining Functionality Mashups
We have actually been using broadly-scoped functionality mashups for some time now ( to the point where it is no longer a surprise.  Google maps[1] provides rich software functionality in millions of web sites using the Google maps servers.  Google is very unaware of the myriad of places/contexts that utilize their map display and navigation technology; rather, Google intentionally provides a service accessible to anyone on the Internet and anyone can integrate it into any application or web site they choose.

The fundamental essence and elegance of functionality mashups can be seen in the following snippet of code required to include a Google Map in a web page:

<script type="text/javascript"

      src="http://maps.google.com/maps?file=api&v=2&key=ABQIAAaxtg">

</script>

These lines of code effectively communicate two important pieces of information and not much else: (1) where to find the software and (2) which context the software is supposed to use when it is operating.  The value of the key in the URL querystring differentiates this particular placement from the millions of other Google map placements instantiated around the web.  All of these placements/contexts can be operating simultaneously ( the Google map software keeps each of the views completely separate.  Within this context we see no evidence of other Google map usage.  By design, the context acts as a filter to give us our own highly localized view of this rich and powerful application.

Google has made the use of map software in web pages even simpler than using an RSS feed within a web page.  This kind of simplicity is necessary to move functionality mashups into the mainstream and indeed ultimately place it in the hands of the end-users ( not just website developers.

In a sense, this functionality mashup is applying service-oriented patterns to user interface elements.  Application capability is provided as a service and that service is used in a variety of contexts.  For the remainder of this paper, we will borrow terms from web services for remote portlets specification (WSRP) [2] to describe the two ends of this so-called service-oriented user interface.

In WSRP parlance:

· Producer refers both to the application software and the servers that the software runs on.  In the Google maps example above, the Google software running on the many Google servers is the producer of the Google map application service.

· Consumer refers to the placements/places where the software is used or consumed.  The consumer is the client of the application service.  The consumer is whatever web site happens to use the Google map application service.

This terminology is effective because it makes clear that the organization that is providing the service is investing time, effort and resources in producing the service.  In the case of Google maps there is no charge to use the service
, but it is reasonable to expect in time that there would be some set of services that are important enough to users that they will pay for those services.

It is important to note that this application delivery strategy is not limited to large mega-companies like Google ( we should begin to think about developing these applications for ourselves.  The MIT Simile project [3] has developed just such a general-purpose application to display timeline data.  Simile's timeline application is placed into a web site using the same techniques as Google maps.
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The Timeline Traffic graph shows the increasing usage of the Simile Timeline application over time.  Interestingly, this form of software distribution offers several advantages to producers: developers can track usage, fix bugs and distribute new versions of the application in an instant, since it is running on one’s own servers. 

Evolving VLE Architectures
For us a key pre-requisite enabling PLEs to supplant institution-centric VLEs is that the PLE must provide more capabilities than a VLE, as determined by both the end user and the institutions.   This may initially seem rather daunting given the rich and expanding capabilities of modern-day VLE systems.   Trying to squeeze all of Sakai or all of Blackboard onto every single desktop and PDA on the planet is a virtually impossible task.

Enterprise VLE systems are asked to solve a very complex and diverse set of problems ( a challenge in our view beyond the capabilities of any single vendor offering.  There is simply no way that a single monolithic product could ever meet the superset of the teaching and learning use cases.  Innovation is continuous in teaching and learning technology.  Software environments need to support this simple fact.

Because of the continuous need to innovate and experiment, current VLE systems must have an architecture that supports a rich facility for extension.  Current enterprise-scoped VLE systems such as BlackBoard Building Blocks [4], WebCT PowerLinks [5], Moodle Modules [6], Sakai TPP Tools[7], and Bodington's GuanXi [8], and Avior's Chisima framework[9] come with very rich extension points.  Yet each of these mechanisms whether explicitly or implicitly remains proprietary in nature because functionality extensions are not shared across systems.  Each VLE vendor/community uses the suite of modules as a competitive tool against the other VLE systems in the market place.

While mainstream VLEs offer competing sets of proprietary features plus extensions, there are signs of an emerging architectural trend toward defining the VLE as limited set of core capabilities that can integrate tools together from many sources.   According to Dr. Andrew (Aggie) Booth of Leeds University, one of the principal designers of the Bodington VLE:

"I certainly don't see the VLE or LMS continuing in the form that they currently are, where you have a monolithic application with lots and lots of different tools presented to teachers and students.  You very quickly come to the limits of any tool that you use.  The answer is to abandon the tool you have been using and to swap in another tool.  Now I can see a situation where you extend this from a single tool to all of the tools of an LMS.  I can see a situation where the VLE or LMS actually shrinks to a container into which you plug these learning tools." [10]
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If the VLE shrinks to become a much simpler container which brings together and organizes the capabilities of a wide range of tools around a particular learning context, then it is much more likely that this new minimal VLE can be modified to become a PLE container or, rather, a PLE container can be built which is completely compatible with the VLE container's standards and protocols for tool organization.

Dr. Booth's team has explored this approach to VLE architecture in his SOCKET and WAFFLE projects[11].  SOCKET stands for Service-Oriented Consumer Kit for ELF Tool and WAFFLE stands for Wide Area Freely-Federated Learning Environment.  This work opens a potential path forward in flexible VLE system design, ones that can naturally evolve into PLE systems.

Functionality Mashups in a Learning Context

The problem then is to take all these technical trends and elegant architectures and realize them within a learning context.  The learning context is what makes this so much more complex than a simple authentication / single sign-on integration.  While it is a gross oversimplification, a learning context might be thought of as a particular instance of a course.  An example learning context would be SI 539 - Design of Complex Web Sites - Fall 2007 - comprising a particular cohort of learners examining a particular topic at a particular time in a particular locale.  The key is that there are many course contexts - teaching the same course in a later semester is a distinct and different learning context from the learning context of the course taught this semester.

For this VLE/PLE architecture to work, tools must operate and respect the learning context in which they operate.  The tool must act as if it is dedicated to the learning context and take all configuration and authorization from it.  There are very few general-purpose tools that understand this notion of context.  Tools built as extensions to VLE systems, however, are forced to operate in such a context.  The key is to reach the point where one can develop tools which can operate outside of a VLE/PLE system and yet behave as if they were deeply plugged into the VLE system.

Many of our most popular tools are built to be sticky, with the hope they become destination sites - they show a very global view of their content to incoming users.  Take del.icio.us as a simple example: there are many ways in which this site could be used by both students and teachers in a given learning context.  If you visit del.icio.us and search on “si539” you will return a set of tagged course content that is not contextualized to a particular learning context.  The bookmarks offer few clues as to time, place or authorial intent.  Yet, within a particular learning context we must have control over the tools.  We may or may not want the general public to see our bookmarks, but we want the ability to make the choice in our particular learning context.

Faced with the fact that del.icio.us is "not quite right" for use in a learning context, we might decide to write bookmarking tools as plugins for whichever VLE/LMS we happen to be using.  However, our bookmarking tools are not likely to ever keep up with all of the clever features the del.icio.us programmers will add to their product, as they are moving forward against two different sets of stakeholders at two very different development rates/timelines/don’t know.  So in order to gain control over our learning context, we must choose to accept less-than ideal software because we often value control more than we value functionality.

Yet, there is absolutely no reason that del.icio.us could not give us a capability to build a padded cell learning context within deli.icio.us for our course and then let us use our focused view of del.icio.us in our course.  They could even give use a way to share our bookmarks with the general public but not allow the general public to spam the bookmarks which we are sharing within the class.

If you think about it a bit, we could cleverly design features into sites like del.icio.us, flikr, YouTube, Blogger, or Wikipedia that would allow us to use these services from within controlled learning contexts.   
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A compelling example of this architectural approach is Apple's iTunes University [12].  Apple has taken the iTunes store and made it possible for universities and instructors to create their own view of the store scoped to a particular learning context.

This allows all of the technology available from the iTunes store to be used within a variety of particular learning contexts.  This includes tight integration with iTunes, podcast subscription support, and natural downloading of material to iPods, iPhone and Apple TV.  This saves every VLE project from having to build and maintain all of these integration capabilities.

The architecture for iTunes University delegates all authentication and authorization to the VLE system.  Once trust is established between a VLE and iTunes University at a high level, all of the low-level security details are fully under the control of the VLE system.   The VLE selects and configures the learning context within iTunes University using a simple web-service exchange which occurs when the learner launches iTunes University from the VLE system.

This is an excellent model to build from when thinking about building general-purpose software and services that can be used in a functionality mashup.

Use Cases and Technical Architecture for Functionality Mashup
Each of the functionality mashup examples cited thus far have developed their own interface specifications since few well-developed specifications exist in this area.  For the standards that do currently exist, there is little or no support for the standards in the current market-leading VLE systems.  Adopting standards are crucial if we hope to scale functionality mashups to the point where we use them as a matter of course in our VLE / PLE environments.  There are a number of important areas that need standardization to implement general-purpose functionality mashups in a learning context.
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The needed standards break down into three basic areas: (1) provisioning to initially establish the learning context and the agreement between the consumer and producer.  This is often done by the instructor or owner of the learning context before the first learner can use the learning context; (2) establishing a user session for an individual joining a particular learning context; and (3) run-time services needed by the producing application and provided by the consumer application.

When we are considering a PLE, provisioning, session and run-time services must be very mature and very easy to use.  Because individuals are building their own learning contexts, they cannot download software, install databases or anything else.  All of the activity must be reduced to a very simple series of user interactions.

· Discovery - "I think that I could use a blog in my teaching at this point in my course.  What blog software can I include in this learning context?"  This currently works well within a VLE environment where a system administrator pre-integrates a set of tools in the VLE and the user simply picks tools from a pre-set menu.  But in a PLE environment there is no system administrator ( users must discover capabilities on their own.  We can look to content mashups and RSS for a model for simple discovery; when you visit a site in a browser capable of RSS, you see a special icon.  Discovery happens almost as a side effect of using the web.

· Preferences - "I would like to configure a blog in my learning context."  A key here will be consistency in configuration interface design ( if the configuration step is too difficult or if every tool has a completely different approach to configuration, it will prove an impediment to users.

· Session launch - "I want to see the podcasts for this course."  The launch should be seamless to users , typically implemented as a web-service exchange between the consumer and producer.  It includes an exchange of identity and roles and a pointer to the learning context the incoming user will be using.  It is important that the producing application handle new users and configuration changes for existing users,  reconfiguring itself to properly reflect the learning context on each launch.  Since the learning context is provided by the consumer and is updated by the learning context owner, the launch process is often the point at which the producing application is notified of changes to the learning context.  

· Markup - "I want all my tools to look and function in a similar manner."  This is a very challenging task because of the conflicting need for web tools to innovate to maintain their competitive edge.  Ideally the entire UI of a tool should be expressed as an abstraction allowing flexible layout and skinning.  So far about the best we can do is allowing re-skinning of markup using agreement on some basic CSS patterns.  The Fluid Project [13] is developing an approach to common user interface that applies broadly across many applications.

· Run-Time - "I want all of the files I upload to be in one place and to have the same user interface whenever I am uploading files from any tool.  I want all my files available as attachments in any tool I am using."  As we begin to distribute functionality to a wide range of servers owned by many different organizations it becomes increasingly important where the data is stored in the long term.   “Where are my files?” is just one use case where the user wants to see functionality from different sources appear as an integrated single image.

In addition to these use cases there is the issue of long-term persistence of the data produced through user interaction with the application within the learning context.  What if the learning context is destroyed a week after the end of the course is completed?  What if the entire blog server that was used by thousands of courses around the world is decommissioned, without warning or deference to any of the institutions or users who depended on it for accredited learning?  What if a person had a reference to a particularly brilliant blog post as the centerpiece of their third year portfolio and the blog server is shutdown?

Moving into the PLE moves us toward a life-long view of our educational activities.  If we are federating functionality from many places, we need to make sure that our information lasts as long as we need it to last rather than leaving the data lifetime decision up to the system administrators or a myriad of system administrators of systems that are not even focused on education; from a student or teachers perspective, there is a loss of control since they won’t know of or be able to communicate with the administrators of the services where their precious data lives.

Existing Standards for Functionality Mashups in a Learning Context

There are no formal functionality mashup standards in wide use in teaching and learning.  Because the LMS/VLE marketplace is currently very product-centered and market-share oriented, VLE product producers use proprietary extension points as a mechanism to gain and hold market share.  This results in very low levels of participation in and support for standards activity to develop portable standards around learning contexts.   Even when emerging standards such as IMS Tool Interoperability 1.0 [14] exist, support for the standard in existing products is either weak or non-existent.  And in cases where a standard is flawed or needs improvement, the only way to improve the standard is to go ahead and use the standard and then improve it as the weaknesses are identified and then, hopefully, solved.

So the best one can do at present is look to emerging standards to see where investment is needed and to chart a course over the next few years with which to move toward achieving the needed interoperability. This will allow evolution from a VLE-centric view of teaching and learning toward a PLE-centric view.

What follows is a non-exhaustive but definitive list of standards that form the basis for moving towards the vision outlined above:
Language Independent Standards

IMS Tool Interoperability 1.0 - This standard is loosely based on a subset of WebCT's PowerLinks [5].    IMS TI 1.0 covers all three areas (provisioning, launch, and run-time) but its support for discovery and run-time operations are very minimal.

SAML [15] / Shibboleth / GuanXi - SAML are part of the provisioning process for many distributed systems.  Bodington [8] is a VLE that makes significant use of SAML for the exchange of role information.   While these technologies are increasingly in use as a form of coarse-grained authorization, where SAML attributes are used to indicate institutional roles, there is still work to do before we can agree on a set of attributes that operate at the learning context level which are under control of the learning context owner. 

Web Services for Remote Portals (WSRP) 1.0 [2] - WSRP is a well-designed standard that provides a partial solution to discovery and provides a basic mechanism for markup exchange over web services.  WSRP has good potential but has never received the necessary resource investment to insure that there are well-built, well-deployed, richly interoperable implementations of WSRP.  Vendors who use WSRP tend to make it work well with their own products but do not invest in interoperating across vendor projects. [16].

WebCT PowerLinks - PowerLinks is a proprietary tool interoperability mechanism developed by WebCT and now owned by BlackBoard, Inc. - PowerLinks includes limited support for discovery, strong support for launch, and strong support for the run-time needs of learning contexts.  The run-time support includes web services for: Users and Courses, Mail, Calendar, Assessments, Grade Book, and File Manager.  PowerLinks was the inspiration for IMS Tool Interoperability 1.0.  PowerLinks is proprietary and is only available to WebCT customers.

Java Standards

JSR-168: Portlet Specification - JSR-168 [17] addresses Preferences, Configuration, Identity, CSS conventions and limited AUTHZ.  The JSR-168 specification only goes so far, and further agreement is needed to truly support learning contexts.  Sakai is the only mainstream VLE that supports JSR-168 - and this was just added in the Sakai 2.4 release.  JSR-168 has the potential to be useful for functionality mashups in a learning context if we could get together and agree on common extensions points.

JSR-170: Java Content Repository - This standard covers the storage of files, metadata, and properties.  This standard is only recently gaining interest in learning contexts.  Sakai hopes to move to JSR-170 [18] as its storage API in its upcoming 2.5 release. 

Emerging Standards

Web Services For Remote Portals (WSRP 2.0) and JSR-286 (Portlet API) - The updated versions of these specifications contain a number of improvements: (1) improved alignment between the Java JSR-286 [19] and web services (WSRP 2.0) standards, (2) support for cross-portlet communication and events, and (3) general improvement based on real-world experience and new developments in web applications such as Ajax.   These improvements should expand the number of applications that can use these standards without resorting to vendor-specific extensions.

OKI: Open Service Interface Definitions (OSIDs) - The OKI Project [20] is developing version 3.0 of the OKI APIs.  OKI Version 3.0 contains a number of significant improvements over OKI version 2.0 including: (1) improved support for out-of-band agreements, (2) improved Java binding for the OSIDs, and (3) improved processes for public involvement in the OSID process.
IMS Learning Design [21] - This standard allows the creation of dynamic learning sequences with automated control of the release and sequencing of learning activities.  This standard is not widely adopted in mainstream VLE systems - the CopperCore [22] learning design engine provides an implementation of the IMS Learning Design Specification - CopperCore does not include the tool implementations.   In a sense IMSLD and CopperCore are technologies waiting for Funtionality Mashup to reach their full potential.
Learning Activity Management (LAMS) Tool Contract - The LAMS project has developed a REST-style interface that describes the contract between the LAMS learning activity engine and a tool that is to be controlled as part of LAMS.  The LAMS Tool Contract [23] covers the entire scope of functionality mashups described above except for Discovery.  The LAMS tool contract also has important features that are not represented elsewhere. The tool contract includes provisions to import and export configurations at a sufficient level of detail to move a placement from one tool-producing server to another.  The tool contract also provides a facility to export the output of the tool, including all of the user activity, as a document.  The exported document could be stored in a repository for long-term archiving or included as part of a student's personal portfolio.

IMS Learning Tool Interoperability (LTI 2.0) - The effort to broaden and improve IMS Tool Interoperability 1.0 is just getting underway.  The primary focus of the activity (so far) is to improve significantly the support in the area of run-time services.  The hope is that the scope of IMS LTI 2.0 will be expanded to be closer to the scope of WebCT PowerLinks.    Once IMS LTI 2.0 is developed and available it will enable a very wide range of applications to be developed using this pattern - IMS LTI 2.0 producer applications can be written in any programming language, hosted on many distributed servers, and will be ideal candidates for functionality mashups in a wide range of VLE / PLE systems.

Emerging de facto Solutions

While developing and improving standards for functionality mashups in a learning context are important efforts, general-purpose functionality mashups are likely to be promoted by market-leading web development companies such as Google.  Much like current VLE producers use their proprietary extensions to gain and hold market share companies like Google and Facebook are trying to convince developers to write application extensions for their particular form of application functionality mashup.

While Google Applications have been around for some time, their scope is narrower then the functionality mashup proposed above.  Google applications are effectively a new form of portlet, i.e., functionality can be placed and configured but there is no concept of a context under the control of the consumer where a set of applications / portlets inherit common authentication, authorization, etc. 

The recently announced Facebook Platform [24] is a significant step towards functionality beyond Google Applications.   Facebook applications begin to explore the notion of context.  Each Facebook application operates in the 
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context of the given Facebook entry.  The Facebook Platform includes a number of APIs:

· Authentication

· RSS Support

· Facebook Query Language (fql)

· Friends (Social networking)

· Profile

· Users

· Events

· Groups (a form of Authorization)

· Photos

The initial set of APIs which Facebook Platform provides to developers is obviously influenced by the social networking aspects that form the core of Facebook software.   However other APIs are completely general purpose and are very commonly found in today's VLE systems.  Applications can (when permitted) access and modify Facebook information using these APIs. 

Using Facebook to produce a learning context might be as simple as building a Facebook entry for a class and then associating a number of Facebook applications with the context.    While initially Facebook will seem a poor substitute for a high-functionality VLE system, all of the architectural elements are already in place to potentially replace VLE and other collaborative systems.  The only question is which direction Facebook will evolve their APIs.

Currently it seems unlikely that Facebook will put much effort into building learning-centric capabilities into their framework.  A more likely scenario is that Google Applications will realize that they have been "one-upped" by Facebook and competition will ensue.  It is likely that features that support teaching and learning will not be seen by either Google or FaceBook as strategic priorities in the short to medium term.  However, if competition ensues, Google, Facebook and others will continue to refine, improve, and richen the concept of context.   Perhaps PLE developers and users can shim learning applications onto these efforts when contexts become rich enough.

Apple's recent announcement of the ability to extend the iPhone by writing Web 2.0 applications will potentially stimulate yet another thread of innovation around the notion of context, at least the notion of personal context. 

Open Issues/Challenges

Even if we were to have a complete set of well-supported specifications in our PLE/VLE systems there are still several challenging issues functionality mashups must solve.

Two-Way Trust and Security

Security is very complex in learning systems.  The relationship between a grade book and a testing system is a good example.   In most traditional learning contexts, students are not allowed to use the grade book to enter their own grade.  However, when they log in and take a test, once the testing system determines what the student's score is on the test, the score is placed into the grade book.  If this is done with a VLE using an external testing system, the score is determined by an external application and needs to be placed in the grade book, perhaps via web services.  Many students would find it useful to have a "set your grade" service which bypasses the whole test-taking step and used the same web service to set the grade.    In this example, there is a need for careful trust management and very fine-grained two-way authorization.  IMS Tool Interoperability 1.0 has the beginnings of an approach to two-way trust that will need to have a significant expansion of scope in LTI 2.0 to meet requirements like this.

Rogue Applications

Enterprise learning systems have access to information such as course rosters that are protected by privacy laws.  What if a mashed up application had access to the course roster, either directly via an API call or indirectly by logging each user as they access the learning context?  Would this violate privacy?  Perhaps rogue elements will produce seemingly attractive services for the sole purpose of data mining people's e-mail addresses for spam purposes.

The problem becomes even more complex as we create intermediate federated contexts that form when a group of users join a shared learning context.  We must control the release of information from our personal context into the group context, and perhaps we will need to be involved with controlling the release of our personal information to applications that are part of the group context.

A trivial, but not likely to be satisfactory, solution is the classic sandbox approach to "ask the user" all the time.  It will be very intrusive if we are continuously getting SMS text messages such as "The blog for SI 539 - Design of Complex Web Sites would like to retrieve your E-Mail address - reply yes/no as to whether you want to permit this access." 
Now that Facebook has taken the step of giving Facebook applications access to a personal context, these issues will begin to be explored.  Facebook Platform supports extensive sandboxing and the end user has complete control over which elements of their context can be accessed/modified by the Facebook application.   We can hope that Facebook will carefully explore rogue application issues and develop technical and policy solutions that work well and have reasonably simple end-user configuration. 

Conclusion

Functionality mashups in a personal learning context has been a broad goal of teaching and learning technologists for some time now.   It promises the ability to escape the bonds of a single VLE product and allow teachers and learners to simply aggregate whatever tools and capabilities they desire from the Internet to use in their learning.

While functionality mashup has been discussed at great length, there are many difficult challenges which have kept us from making much progress toward the functionality mashup ideal.  We have noted a number of obstacles to innovation including a VLE market that uses proprietary extension points to gain and hold market share, a lack of suitable standards for building applications which enable functionality mashups, and significant embedded security and privacy issues.

The good news is that there is real progress being made on several fronts.  For example, Facebook now provides an API that supports the building of applications that can be organized around a personal or group context.  While this is not yet to the level of a learning context, it does explore important new areas in the integration of applications originating from different sources yet sharing common and potentially sensitive centrally-held data.

There is also important progress on the standards front.  The IMS Learning Tool Interoperability 2.0 effort plans to produce a broadly scoped set of interoperable services that will allow standards-based functionality mashup around a learning context.  New versions of Web Services for Remote Portals (WSRP 2.0) and the Java Portlet API (JSR-286) will provide base technology to exchange increasingly powerful application functionality across Java Portlet containers.

When we have solved the challenges laid out in this paper we can move toward an environment where a VLE is conceived of as a very simple container rather than a single-image “uber-application”.   When the VLE has been reduced to its basic essence and standards exist for all those essential capabilities we can produce a PLE that makes use of the same standards.   The difference between a PLE and VLE then becomes very blurred, perhaps inconsequential ( what matters are the learning contexts, who owns the learning contexts and where the learning contexts are stored.

The authors would like to thank the reviewers including Sean Mehan of University of the Highlands and Islands for their helpful reviews and commentary.  The authors would also like to thanks MacKenzie Smith, Aggie Booth, and Hans Masing for the use of their images in this paper.
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